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Aims: 

- Understand what ML is 

 

- How does it differ from econometrics? 

 

- Understand how it can be used 

 

- Tools for machine learning (R and git) 

 

- Practical application  
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What is machine learning? 
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Some examples 
AI but not machine learning: 

- A chess system which follows a set of programmed rules 

- Self-driving cars which use systems to interpret the environment 

and respond 

Machine learning (sub-field of AI) 

- A chess system which analyses millions of chess games and ‘learns’ 

which moves give the highest probability of winning 

- The system in a self-driving car which has analysed driving data and 

‘learnt’ the best response to different circumstances on the road 

  



 
5 

Really complex ML: 
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Machine learning vs traditional approaches  

 

 

For machine learning to work we need well defined 

measures of output or outcomes: 

What counts as successful?  
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Pause for reflection 
• Widespread production of data, falling prices of computing power and 

storage (including cloud computing), plus new developments in ‘machine 

learning’  

• AI is a broad term which can be used to mean getting a computer (or 

some other machine) to do tasks a human normally does 

• Machine learning is a sub-field of AI. It is about letting machines ‘learn’ 

from large amounts of data: 

• Essentially pattern recognition (sometimes even patterns which 

humans can’t recognise) 

• Requires data for ‘training’ (teaching the machine the relationship 

between features/characteristics/inputs and outcome or output) 

• Requires a well-defined outcome variable  
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Fundamentals of a ML system in ‘production’ 

  

Patterns in the 

data 

ML algorithm 

predictions 

Implementation 

• ML algorithms will replicate 

existing patterns in the training 

data (potential bias) 

• Tendency to ‘converge’ on 

successful cases 
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A visual introduction 
 

 

http://www.r2d3.us/visual-intro-to-machine-learning-part-1/ 

 

 

Can you think about a Ugandan example? 

  

http://www.r2d3.us/visual-intro-to-machine-learning-part-1/
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Conceptual approaches to ML 

 

Most models/processes are going to be of the form: 

 

Y = f(X, Z, …) 

 

 

Dimensions in a data set are called features, predictors, or variables (the Xs and 
Zs) 

The f is the algorithm, estimator ,or machine learning approach  

X 

Z 

f(…) Y 



 
11 

How is ML different to econometrics? 
Econometrics ML 

- Explanatory - Prediction 
- Test relationships or hypothesis - Accuracy matters 
- Mostly care about unbiased 

coefficient estimates 
- Mostly care about ‘robustness’ of 

predictions 
- Whole sample - Split into test/train 
- Understand estimators and process 

to get estimates 
- Estimators/algorithms can be ‘black 

boxes’ 
- Single estimator (but might check 

robustness by using different 
techniques) 

- Algorithms are often combined 
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What do we want ML do? 
• Pick up ‘reliable’ (true) patterns in the data 

 

• How does data in sample relate to ‘world’? 
o External validity 
o Overfitting 

 

• How do we get a ‘good’ model? 
o Feature engineering 
o ‘Best’ algorithm 
o Hyper-parameters 
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External validity 

 

- How do the model results apply to the broader context? 

 

- Matters for econometrics too 

 

- What is important? 

  



 
14 

Avoiding over-fitting 
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What is overfitting? 

 

- Using all, even random, information to fit a model 
 

- Not robust to changing context (data) 
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How do we do this? 
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What matters most for good ML models? 

 

https://www.youtube.com/watch?v=jmHbS8z57yI 

 

  

https://www.youtube.com/watch?v=jmHbS8z57yI
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Types of Machine Learning 

 

Source (https://vas3k.com/blog/machine_learning/)  

https://vas3k.com/blog/machine_learning/
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Recap: 
 

• Want to find patterns in data which we can exploit for 
prediction 
 

• Need to make sure these are ‘reliable’ 
o Avoid over-fitting by setting aside data 
 

• Supervised vs unsupervised 
o Depends on problem and ‘labels’ for outcomes 
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How do we ‘fit’ a model? 
 

• Minimise something called a ‘loss function’ 
 

• This measures how well the model (and the parameters 
of the model) fit the actual data 

  



 
21 

 

https://xkcd.com/2048/  
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What does a regression do? 
 
• Minimise the ‘sum of squared residuals’ 

o Difference between the ‘predicted’ and actual values 
o R-squared is a measure of how well this has been done 
o Can you draw this? 

 
• Why squared? 

o What does this mean ‘in practice’? 
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What about gradient descent? 
 
• ‘Gradient descent’ is the methodology/approach for minimising the 

loss function in ML 
 
• Loss functions can sometimes be very complicated, how do we find 

the minimum? 
 

• Think about it as a surface/plain (could be across multiple 
dimensions) 
 

• Analagous to finding the lowest point 
o Go downhill 
o Take steps of specific length but try not to get caught in a ditch  
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Which f do we pick? 
 
Most models are going to be of the form: 

 
Y = f(X, Z, …) 

 
The f is the algorithm, estimator ,or machine learning approach (for example regression or a 
neural net) 
 
But also contained in f is going to be the parameters (features) which minimise the loss 
function 
 

So actually three things here: 
1. ‘Features’ (which we think of as variables) 
2. ‘Parameters’ (which we think of as coefficient estimates) 
3. ‘Algorithms’ (which we think of as estimators)  
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Which f do we pick? 
 
Making comparisons across three dimensions 
• Within model: 

o What should parameters be (minimise loss function)? 
 

• Within specific types of models 
o What parameters should be included? 

 
• Across models 

o Which perform best? 
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Which f do we pick? 
 
• Within specific types of models 

o R-squared (regressions) 
 

• Within and across models 
o Classification (yes/no) 

▪ Accuracy 
▪ Confusion matrix 
▪ ROC/AUC 
▪ Expected value/cost 
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Accuracy 
Accuracy = Number of correct decisions made / 

Total number of decisions 
Problems: 
• Unbalanced classes 
• Unequal costs and benefits 
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Confusion matrix 

 

 

Sensitivity: Proportion of positives correctly identified (TPR) 
TP/(TP+FN) 

Specificity: Proportion of negatives correctly identified 
TN/(TN+FP)  
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Expected value 

 
EV = p(o1).v(o1) + p(o2).v(o2) + …. 

 
 
• Value could include: 

o Costs 
o Benefits 
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Mean Squared Error 
 

In statistics, the mean squared error (MSE) of an estimator (of a 
procedure for estimating an unobserved quantity) measures the 
average of the squares of the errors — that is, the average squared 
difference between the estimated values and what is estimated. 
 
The fact that MSE is almost always strictly positive (and not zero) is 
because of randomness or because the estimator does not account for 
information that could produce a more accurate estimate. 
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Steps for doing simple ML 
 

• Split the data into testing and training 
 

• Estimate a regression model using training data 
 

• Predict outcomes (on test data) 
 

• Plot the distribution of these 
 

• Create a confusion matrix (is the model any good?) 


