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Introduction
Deep learning methods are responsible for:

Near-human-level image classi�cation

Near-human-level speech recognition

Near-human-level handwriting transcription

Improved machine translation

Improved text-to-speech conversion
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Introduction
Digital assistants such as Google Now and Amazon Alexa

Near-human-level autonomous driving

Improved ad targeting, as used by Google, Baidu, and Bing

Improved search results on the web

Ability to answer natural-language questions

Superhuman Go playing
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Figure - History of deep learning
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Figure - Image recognition success
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Figure - Voice recognition success
6 / 38



Figure - Deep learning is a part of machine learning
7 / 38



Figure - Similar framework to machine learning
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Explanation of deep learning models
Machine learning is about mapping inputs to targets by observing many
examples of inputs and targets

Deep neural networks do this input-to-target mapping via a deep
sequence of simple data transformations (layers)

These data transformations are learned by exposure to examples

The speci�cation of what a layer does to the input data is stored in the
layer weights, where the transformation implemented by a layer is
parameterized by its weights

Hence weights are the parameters of a layer
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Figure - Model is parameterized by its weights
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Explanation of deep learning models
In this case learning means �nding a set of values for the weights of all
layers in a network, such that the network will correctly map example
inputs to their associated targets

Deep neural networks can contain tens of millions of parameters

Finding the correct values for all of them may seem like a daunting task,
especially given that modifying the value of one parameter will affect all
the others
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Explanation of deep learning models
To control the output of a neural network we need to be able to measure
how far this output is from what we expected

This is the job of the loss function of the network which takes the
predictions of the network and the true target to compute a distance
score

With deep learning we use this score as a feedback signal to adjust the
value of the weights a little, in a direction that will lower the loss score for
the current example

This adjustment is the job of the optimiser which implements the
backpropagation algorithm
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Figure - Loss function measures the quality of output
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Explanation of deep learning models
Initially, the weights of the network are assigned random values, so the
network merely implements a series of random transformations

Naturally, its output is far from what it should ideally be, and the loss
score is accordingly very high

With every example the network processes (through repeated sampling)
the weights are adjusted a little in the correct direction, and the loss
score decreases

This is the training loop, which, repeated a suf�cient number of times
(typically tens of iterations over thousands of examples), yields weight
values that minimize the loss function
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Figure - Loss score used as a feedback to adjust the weights
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Explanation of deep learning models
A network with a minimal loss is one for which the outputs are as close
as they can be to the targets: a trained network

This is essentially a simple mechanism that, once scaled, ends up looking
like magic
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Figure - Neural networks involve several layers
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Figure - Neural networks involve several layers
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Figure - Feedforward representation
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Figure - Recurrent neural network (RNN)
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Figure - Dropout
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Figure - Dropout on mass
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Deep learning for time series
While much of the literature on applied deep learning focuses on image
recognition there are a number of successful applications to time series
data

RNN work by processing sequences of inputs one timestep at a time and
maintaining a state throughout

Should be used where patterns of interest aren't invariant to a temporal
translation

Three RNN layers are available in Keras: layer_simple_rnn , layer_gru ,
and layer_lstm

23 / 38



Algorithms
For most practical purposes, you should use either layer_gru  or
layer_lstm

layer_lstm  is the more powerful of the two but is also more
expensive

layer_gru  as a simpler, cheaper alternative

To stack multiple RNN layers on top of each other, each layer in the stack
should return the full sequence of its outputs prior to the last layer

The Long Short-Term Memory (LSTM) algorithm usually provides
improved results for long sequences and is fundamental to deep learning
for time series
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LSTM
Change way in past information is kept where cell state keeps long-term
information (protecting it from recursive operations)

Decide whether the current information matters or not

Clear whatever may not be useful anymore from RNN unit

Allow RNN to output the decisions whenever it is ready to do so
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Types of activation functions
ReLU stands for recti�ed linear unit and is de�ned as 

It is the most commonly used activation function in neural networks so if
you are unsure what activation function to use this is a good �rst choice,
since:

cheap to compute as there is no complicated math - model can
therefore take less time to train or run

converges faster - linearity means that the slope doesn't plateau, or
"saturate" when  gets large

Doesn't have the vanishing gradient problem suffered by other
activation functions like sigmoid or tanh

Sparsely activated - since it is zero for all negative inputs

y = max(0,x)

x
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Figure - Relu activation function
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Figure - Variants : Leaky ReLU & Parametric ReLU (PReLU)
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Figure - Variants : Exponential Linear (ELU, SELU)
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Figure - Variants : Concatenated ReLU (CReLU)
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Useful packages
Packages that we will use in the example:

tidyverse

lubridate

keras

There are also many packages in Python - such as Pytorch
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Example
Temperature-forecasting example that uses data from sensors installed
on the roof of a building, such as temperature, air pressure, and humidity

Use this data in a model that takes as input some data from the recent
past (a few days worth of data points) and predicts the temperature 24
hours in the future

Dataset has 14 different variables (such air temperature, atmospheric
pressure, humidity, wind direction, and so on)

Data recorded every 10 minutes, over several years

Original data goes back to 2003, but this example is limited to data from
2009-2016
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Figure - Time series data tensor
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Data representation in tensor �ow
Timeseries data or sequence data are transformed in 3D tensors of
shape (samples, timesteps, features)

The covention is that the time axis is always the second axis

For example, a dataset of stock prices, which include the current price of
the stock, the highest price in the past minute, and the lowest price in the
past minute

Thus, every minute is encoded as a 3D vector, an entire day of trading is
encoded as a 2D tensor of shape (390, 3) for a trading day of 390
minutes

We can store 250 days of data in a 3D tensor of shape (250, 390, 3)
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Model structure

model <- keras_model_sequential() %>%
  layer_dense(units = 512, activation = "relu") %>%
  layer_dense(units = 1)

model %>% compile(
  optimizer = "rmsprop",
  loss = "rmse"
)

history <- model %>% 
  �t(train_data, 
  epochs = 5,
  validation_data = val_data
)
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Incorporate several additional concepts
Recurrent dropout: speci�c way to use dropout to �ght over�tting in
recurrent layers

Stacking recurrent layers: increases the representational power of the
network (at the cost of higher computational loads)

Bidirectional recurrent layers: present the same information to recurrent
networks in different ways, increasing accuracy and mitigating forgetting
issues
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Summary
There are many potentially interesting applications for these methods

Huge amount of testing on different applications still needs to be
performed

Will require a huge amount of computing power
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